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We discuss Bayesian log-linear models for incomplete contingency tables with both missing and interval
censored cells, with the aim of obtaining reliable population size estimates. We also discuss use of external
information on the censoring probability, which may substantially reduce uncertainty. We show in simula-
tion that information on lower bounds and external information can each improve the mean squared error
of population size estimates, even when the external information is not completely accurate. We conclude
with an original example on estimation of prevalence of multiple sclerosis in the metropolitan area of Rome;
where five out of six lists have interval censored counts. External information comes from mortality rates
of multiple sclerosis patients.
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1 Introduction

Population size estimation often involves specifying a log-linear model for the incomplete contingency
table of cross-counts, where the cell(s) corresponding to exclusion from all lists is (are) missing. The
parameter of interest is the population size N , which corresponds to the sum of observed and unobserved
counts (Fienberg, 1972; Cormack, 1989; Fienberg et al., 1999; Farcomeni, 2016).

In this work we focus on the case in which observed counts are censored, that is, they only provide an
upper bound for the true underlying counts. This happens for instance when some individuals not belonging
to the population of interest might have been included. The parameter of interest corresponds to the sum
of observed, uncensored, and unobserved counts. This situation is rather common in epidemiology and
social sciences research, but it is oftentimes overlooked. An example is the Scotland Drug Injectors data
set (Overstall et al., 2014), where some drug users may have quit but still be listed. Similarly, in the Italian
Cannabis data set (Farcomeni & Scacciatelli, 2013) data collection is based on a registry of subjects caught
in the street carrying, buying or using cannabis. The final population size estimate is then based on the
assumption that all subjects sampled actually have used cannabis at least once, while it could be possible
that some of them were carrying or buying it for someone else. Yet another example, related to estimation
of prevalence of Multiple Sclerosis (MS), is the motivation of this work and will be fully described below.

In order to deal with censored counts for incomplete contingency tables several approaches have already
been proposed. The common route is to treat data as if they were not censored, leading to biased popula-
tion size estimates. It has also been suggested that one could simply proceed by treating censored entries
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2 Alessio Farcomeni: Population size estimation with censoring and external information

as unobserved (Richardson, 2015), therefore ignoring the observed upper bounds. Formal Bayesian ap-
proaches, which we extend in this work, have also been proposed (Overstall et al., 2014; Overstall & King,
2014; Alunni Fegatelli et al., 2017) and involve specification of a model for the censoring mechanism. An
implementation can be found in the R library conting. For this approach, the posterior distribution of
the underlying unmeasured or censored counts is modeled as a function of the complete likelihood, a prior,
and the conditional distribution of observed upper bounds given unobserved censored counts. The latter is
simply modeled using a uniform distribution. While in principle these methods are limited to the case of
one censored list, they can be directly applied also when more than one list is censored.

In this work we extend the conting approach in two directions. First of all, we include the possibility
of lower bounds for the true cell counts. This makes use of the information arising from date of last
visit, and provides valuable information to the model. In some cases the upper and lower bound are
close to each other, substantially decreasing uncertainty. Secondly, we note that some information on the
censoring probability may be available. While this information could be used to specify an appropriate
prior distribution (Overstall et al., 2014), in this work we use external information to elicit the distribution
of censored counts. This has a more direct impact on the final estimates, and it is shown in simulation
to substantially decrease the mean squared error of the resulting population size estimates. Surprisingly
enough, use of external information can be advantageous even when it is somehow misspecified (Dotto &
Farcomeni, 2018).

Our motivating example comes from an original study on the prevalence of MS in the metropolitan area
of Rome (Farcomeni et al., 2018). A map of the area is reported in Figure 1.

Figure 1 The metropolitan area of Rome

Prevalence estimates for the area are of interest for public health, policy, and planning reasons. They
are also interesting from an epidemiological point of view, as MS is a multi-factorial disease with subtle
genetic and environmental etiology. Comparing prevalence and incidence estimates across space, time, and
population subgroups is a useful tool for better understanding the disease onset and progression mecha-
nisms. Unfortunately, a registry of MS is not available for Italy and estimates available for the Rome area,
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apart from Farcomeni et al. (2018), are either more than twenty years old or based on simple patient count
(hence, possibly well below the true values). See Farcomeni et al. (2018) for more details. Six centers
provided us with lists of their patients, and several patients appear in more than one list. All centers also
provided us with information regarding gender, age at prevalence date, date of last visit. One center (MS
unit of Fondazione Santa Lucia) has also carefully verified that patients were alive at the prevalence date,
but the other ones have not. For patients not included in the Santa Lucia list we can only note that subjects
whose last visit occurred after the prevalence date were clearly alive at the prevalence date. For the other
patients, we can not confirm this. We thus have five out of six lists with some censored counts. Since
some patients in each list were guaranteed to be alive, true counts not only have upper bounds (the total
number of patients in the list) but also lower bounds (the total number of patients that could be confirmed
to be alive at the prevalence date). A limitation of Farcomeni et al. (2018) is that the censoring issue has
been completely ignored. We will provide evidence below that this might have lead to an overestimate of
the population size. For these data, treating censored cells as missing is infeasible as most of the cells are
censored. Analogously, restricting to patients that have been visited in the last few years would reduce the
sample size dramatically and lead to clearly wrong estimates. The conting approach on the other hand
is scientifically sound but, due to the fact that the majority of cells are censored, it leads to an unreasonable
population size estimate. Use of external information is particularly simple in our motivating application,
where censoring is due to unobserved death of patients. The available data clearly do not inform us on
mortality, but on the other hand, mortality rates of patients with MS are well studied (Scalfari et al., 2013).

The rest of the paper is as follows. In the next section we give some more details on our motivating
example. In Section 3 we introduce our methodology and discuss all inferential issues. In Section 4 we
report on a simulation study used to compare our approaches with existing ones. In Section 5 we use our
methods on our original data set. Some concluding remarks are given in Section 6.

Source code to implement the proposed approaches, the data set, and source code to reproduce the
results of the simulation study and data analysis are available as Supporting Information on the journal’s
web page.

2 Data description

Multiple sclerosis is a chronic inflammatory and degenerative disease of the central nervous system. It
represents the major cause of non-traumatic disability in young adults globally. Italy is a high prevalence
country (about 110 per 100,000) for MS (Battaglia & Bezzini, 2017), with an heterogeneous pattern be-
tween regions and a clear north-south gradient. Sardinia is an outlying region with an estimated prevalence
of 299 per 100,000 inhabitants. It has recently been argued (Bargagli et al., 2016) that prevalence of MS
in the Lazio region, a central region of Italy of which our target area is a part, could be actually larger than
currently believed. Actually, updated and unbiased prevalence estimates for the metrolitan area of Rome,
which is the most populated metropolitan area in central Italy, are not available (Farcomeni et al., 2018).

Motivated by this, we have contacted six out of the thirteen centers treating MS patients in the area.
Lists of patients visited or contacted at least once during the period 2006-2017, identified by their taxpayer
identification number, have been obtained together with some additional information. The prevalence date
was fixed at the last day of December of year 2015. Our population of interest clearly includes also the
patients that have been visited only in the seven centers that have not contributed to this study or in centers
outside the area, or even not yet diagnosed. Due to the very likely existence of such unobserved patients,
a prevalence estimate based only on observed ones would be too optimistic. The extent of bias can not
be appreciated in advance. After our data analysis we can conclude that the six centers contacted have
provided us with a list of about one third of all patients with MS in the metropolitan are of Rome.

It shall be clarified additionally that our target is the population size of patients born in Rome and
exposed to the environmental factors of the area for at least a period of their life. The first condition is
guaranteed in the data at hand since birth place is encoded explicitely in the taxpayer identification number
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(the metropolitan area of Rome is identified by the string H501 as twelfth to fifteenth characters), the
second condition is guaranteed only probabilistically in the observed data (that is, if someone is born in
Rome and has been treated at least once in Rome, we can expect that he/she has lived for some time in the
area). More discussion is given in Farcomeni et al. (2018).

Unfortunately, only the IRCCS Fondazione Santa Lucia center made a thorough verification that all
patients included in the list were alive at the prevalence date. All lists on the other hand reported the date
of last visit, hence regardless of the treating center for several patients we can verify the alive status at the
prevalence date. A total of 1007 subjects were finally included in at least one list. This figure is only an
upper bound as several patients do not appear in the S. Lucia list and their last visit occurred before the
prevalence date. Consequently, we can not be sure that these subjects are still part of the population of
interest and hence for the total number of observed subjects there is a lower bound of 308. Subjects with
unknown status are 54%, 95%, 94%, 96%, 85%, and, clearly, 0% in the first, second, up to sixth (S. Lucia)
list, respectively, when considered separately. The conting approach corresponds to fixing an unknown
status to 100% of subjects in the first five lists (when considered separately), essentially. It shall be noted
that upper bounds for cell counts are given by the observed counts (as usual but not necessarily), while
lower bounds by validated cell counts (that is, counts of patients that are in the S. Lucia list and/or whose
last visit occurred after the prevalence date).

The observed counting distributions, that is, the number of patients that appear in one, two, or three
lists are reported in Table 1. No patient appeared simultaneously in more than three lists. In the first row
we report the counts including also possibly deceased patients. In the second row we report the counting
distribution based only on patients that are guaranteed to be alive at the prevalence date. The complete
data can be downloaded as supplementary material on the publisher’s website, together with R code for
reproducing the analysis.

Table 1 Counting distributions for the Rome MS Data, when all patients are counted (first row) and when
only patients guaranteed to be alive are counted (second row).

1 2 3 Total
894 105 8 1007
270 36 2 308

Covariates include: gender (66% female), age at prevalence date (48± 12).

3 Set up and Methods

For ease of comparison we will mostly use a similar notation as Overstall et al. (2014). Suppose there
are n cells in an incomplete contingency table, of which nO are observed precisely, nU are completely
unobserved, and nC are censored. Denote with YUj

, j = 1, . . . , nU , the counts, to be estimated, in the
unobserved cells and YCj

the true but unobserved cell counts in the censored cells. The observed counts in
the censored cells are denoted ZCj , j = 1, . . . , nC .

Finally, YOj , j = 1, . . . , nO denote the precisely observed counts. For each censored cell we also have
an upper and a lower bound, so that LCj

≤ YCj
≤ UCj

for j = 1, . . . , nC . In the most simple scenario,
LCj

= 0 and UCj
= ZCj

, the observed left-censored count. For our motivating example, since in all lists
there are some patients guaranteed to belong to the population of interest, LCj

> 0, while UCj
= ZCj

. We
denote with Y = (YO, YC , YU ) = (Y1, . . . , Yn) the collection of true (observed, censored, and unobserved)
cell counts.

Common assumptions on Y include that they are Poisson or multinomial distributed, e.g.,

Yi|β ∼ Poisson(µi), (1)

with log(µi) = X ′iβ, i = 1, . . . , n, where X = (X1, . . . , Xn) is a design matrix which involves a
column of ones for the intercept, main effects, interactions, possibly dummy variables to stratify with
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respect to discrete covariates, and further interactions with these dummies. Clearly both the Poisson and
multinomial assumptions might only be approximate parametric choices, which might not be perfect due
to overdispersion and/or inflation. In our example the fit is rather good, hence there are no problems, as
can be checked for instance also through the ratio plot (Bohning, 2016). This is possibly due also to the
Bayesian framework used, where the prior induces some additional smoothing in the predicted counts. In
case the fit is not satisfactory, alternatives exist including the negative binomial, or the Conway–Maxwell–
Poisson (Anan et al., 2017). Additionally, even if in our application the issue does not arise, there might
be cells with observed zeros. This might lead to identifiability issues which shall be appropriately taken
into account (Far et al., 2019; Chan et al., 2019). Note that in order to include covariate effects we simply
stratify by combinations of category/classes. Given our main purpose of recovering the total population
size, covariates are essentially only used to reduce the final mean squared error of N̂ . Their effect is that of
decreasing bias while increasing variance, see Farcomeni (2018) for a thorough discussion on this point,
and a method for selection based on minimization of the final expected mean squared error. In this work we
will proceed with stochastic search variable selection both for selecting the final log-linear model structure
and covariates.

In order to make inference we follow a Bayesian framework (Madigan & York, 1997; King & Brooks,
2001). Note that the observed data is given by uncensored observed counts YO, and by lower and upper
bounds LC and UC . We need to obtain the posterior distribution of (YU , YC), conditionally on the ob-
served data. To do so, note that π(YU , YC , β|YO, LC , UC) ∝ π(YU , YC , β, YO, LC , UC), and that one can
write π(YU , YC , β, YO, LC , UC) = π(UC , LC |Y, β)π(Y |β)π(β). Using assumptions that (UC , LC) are
independent of YO and YU conditionally on β we can finally write the posterior distribution as

π(YU , YC , β|YO, LC , UC) ∝ π(Y |β)π(β)π(UC , LC |YC , β); (2)

which can be simply marginalized to obtain π(YU , YC |YO, LC , UC). The conditional independence
assumption above merely states that the true censored counts YC and of the log-linear model (namely,
β) contain all information about the upper and lower bounds of censored cells. This is reasonable as
censoring can be seen as occurring within the cell, possibly depending on the underlying model structure.
Conditional independence then follows as a consequence of exchangeability.

A simple assumption for the last factor in (2) is that UCi and LCi are conditionally independent, i.e.,
π(UC , LC |YC , β) = π(UC |YC , β)π(LC |YC , β). We assume furthermore that UCi is uniformly distributed
in the interval [YCi

,∞), while LCi
is uniformly distributed in the interval [0, YCi

]. Note that if one re-
moves lower bounds from (2), the Overstall et al. (2014) posterior is recovered. Prior choices are in
general not irrelevant, and these are suggested mostly for comparison with previous approaches. In general
prior knowledge should be used to fix priors, and sensitivity evaluated by varying prior inputs. Possible
alternatives to the improper uniform distribution involve the shifted or the truncated Gamma.

Suppose now that the log-linear structure is known. In that case as prior for the β parameters we
use β−0 ∼ N(0, n(X ′−1X−1)−1), which is a restricted unit information prior (Ntzoufras et al., 2003)
(UIP), where β−0 indicates all parameters except the intercept and X−1 the design matrix without the first
column of ones. The model will not in general be known a priori, therefore it usually will be necessary
to select which main effects, interactions, and covariates to use. In order to proceed in this direction, we
use Stochastic Search Variable Selection (SSVS) (George & McCulloch, 1993, 1997), which is simple to
implement and works well with log-linear models (Ntzoufras et al., 2000). Let γ denote a binary vector.
We assume

β−0 ∼ N(0,Γn(X ′−1X−1)−1Γ), (3)

with Γ = diag
(√

γjτ21j + (1− γj)τ20j
)

. The hyperparameters τ1j >> τ0j shall be selected so that when
γj = 1, the prior for βj has a sufficiently large variance to allow posterior probability mass to concentrate
away from zero, while when γj = 0 the posterior probability mass should concentrate “operationally”
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close to zero, so that the j-th effect can be deemed to have been excluded from the model. In this work
we fix τ1j = 1 for all j so that when an effect is included in the model, it follows the UIP marginally. A
common choice for τ0j is such that τ1j/τ0j = 1000, which is what we will use as a default, but a sensitivity
analysis is usually recommended. When SSVS is used the model is completed by prior specification for γ.
Common assumptions involve prior independence and Pr(γj = 1) = wj , with wj ≤ 0.5, with wj = 0.5
for small or moderate number of predictors (as in our application and simulations).

The posterior distribution for the population size is a direct by-product of the MCMC sampling scheme
we describe below. Indeed, Pr(N |YO, LC , UC) = Pr(

∑
j YCj

+
∑

j YUj
= N −

∑
j YOj

|YO, LC , UC).
Consequently, the posterior expected population size estimate is the sum of observed, expected unob-
served, and expected censored counts. Since with SSVS more than one design matrix is used throghout the
algorithm, the final resulting population size estimate can be obtained either via model averaging (Hoeting
et al., 1999) (that is, averaging over all sampled models), or after model selection (that is, after restricting
to samples related to a specific configuration γ, to be chosen based on its posterior). In this case we suggest
including all effects with a posterior probability of inclusion larger than 50%, the so called median model,
which has been shown to be optimal from a predictive perspective (Barbieri & Berger, 2004) and model
consistent under mild assumptions (Farcomeni, 2010). We note here though that in our application the
median model and the model receiving maximal posterior probability were the same.

3.1 Posterior sampling algorithm

In order to generate an MCMC sample from the posterior distribution (2) we employ a data augmentation
procedure, where the missing data YU and YC is sampled at each iteration conditionally on the current
value of the parameters (Tanner & Wong, 1987).

Fixed model sampling involves a Metropolis-within-Gibbs approach. In our implementation we sam-
ple β using the robust adaptive Metropolis sampler (Vihola, 2012) which tunes the covariance matrix of
a Gaussian proposal distribution to achieve a desired acceptance rate. At each iteration we let the robust
adaptive sampler run for 200 iterations, with initial value corresponding to the current parameter configu-
ration, and retain the last sampled value. We have found that this built-in thinning strategy is very effective
and leads to good mixing of the final chain.

When the model is not fixed the SSVS algorithm is implemented by adding a further step. First of all,
β can be sampled with a similar strategy as before, but also conditioning on the current configuration for
the variable inclusion indicators γ, which modifies its covariance matrix as in (3). The inclusion indicators
are then sampled from their full conditional distribution: denote with γ−j the current configuration for
the parameter vector γ, when the j-th element is removed. It is straightforward to check that for γj this
corresponds to a Bernoulli with parameter

wkπ(β−0|γ−j , γj = 1)

wkπ(β−0|γ−j , γj = 1) + (1− wk)wkπ(β−0|γ−j , γj = 0)
,

where π(β−0|γ−j , γj = 1) denotes the prior distribution for the current parameter configuration β−0, as
expressed in (3), when γj = 1 and the remaining indicators are fixed at their current value; and simi-
larly for π(β−0|γ−j , γj = 0). The mixing of the chain is more problematic when including covariate
selection switches with the SSVS approach. Even if in our implementation the buit-in thinning worked
well also in this case, it is recommended that at least auto-correlation and partial auto-correlation functions
(ACF/pACF) of the sampled parameters are checked at convergence.

Finally, regardless of whether the model is fixed or not, conditionally on β we proceed by updating the
entries corresponding to missing or censored cells. In order to update the unobserved cell entries we use
their full conditional distribution, which simply corresponds to a Poisson with parameters computed as
in (1). Similarly, the full conditional distribution for censored cells corresponds to a Poisson distribution
restricted to the support given by lower and upper bounds, that is,

YCj
∼ Poisson(µi)I(LCj

≤ YCj
≤ UCj

).
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3.2 Using external information on probability of censoring

When several cells are missing and/or censored, in our experience the use of lower bounds substantially
improves the performance of the proposed population size estimation strategy. Nevertheless, a much more
substantial improvement can be obtained by using external information on the probability of censoring. In
our example, external information corresponds to mortality statistics, possibly stratified by gender and age
class. It is an external information as no information about mortality can be obtained from the data.

The most natural way of using external information, in a Bayesian framework, is for tuning the prior
distribution (Overstall et al., 2014). In our motivating example, though, we have found that this strategy
leads to sensitivity to prior choices (e.g., prior probability mass on most plausible values) which might not
be desirable in general.

We here propose a different strategy where external information is used at the data modeling stage.
We suggest that external information is seen as an aggregated data measurement D (as in Bayesian meta-
analysis, for instance). In this sense, there are two consequences that are put forward. First of all (and most
importantly), external information induces conditional independence between YCj

and β, that is,

YC |β,D,L, U
d
= YC |D,L,U.

This follows from the fact that knowledge of upper bounds, lower bounds, and censoring mechanism
makes the log-linear specification irrelevant. Note that on the other hand, due to (1),

β|Y,D,L, U d
= β|Y,L, U.

A consequence is that external information is used at the data augmentation step of the MCMC iteration,
but otherwise ignored.

Due to the conditional independence assumptions just stated, π(YCj
= x|D,L,U, β) = π(YCj

=
x|, D, L, U), with support x = LCj

, LCj
+ 1, . . . , UCj

. These probabilities can be computed directly in
certain cases, but usually they will have to be computed indirectly based on cell-specific, or even subject-
specific, censoring rates. Suppose for instance that the probability of being in the population of interest
for a single individual is homogeneous in the j-th cell, and equal to πj ; and that censoring events are
independent. Clearly then (YCj

− LCj
), conditionally on D,L,U , is the sum of independent Bernoulli

events whose probability is πj . That is, the full conditional distribution for YCj
corresponds to a binomial

distribution with parameters UCj −LCj and πj . In the more general case in which a different probability
π1, . . . , πUCj

−LCj
is available for each individual, the full conditional distribution corresponds to the dis-

tribution of the sum of inhomogeneous independent Bernoulli trials, shifted by LCj . This is well known
to follow a (shifted) Poisson-binomial law. Finally, in case dependent censoring events are recorded,
the full conditional will correspond to the distribution of the sum of dependent (possibly, inhomogeneous)
Bernoulli trials.

In our real data example 1−πj can be taken as the cell-specific (e.g., gender-specific) mortality proba-
bility, and a more precise use of external information is given by computing subject-specific values where
subject-specific mortality is computed as a function of covariates and time span between last follow-up
time and prevalence date. Note that in most cases such a precise specification of external information is
not crucial: in a different context it has already been noted (Dotto & Farcomeni, 2018) that even misspec-
ified external information can substantially increase the precision of final estimates. This is confirmed in
our simulation study below. In our application we will use age and gender specific mortality rates, without
taking into account subject-specific time between last follow-up and prevalence date.

4 Simulations

In order to illustrate what to expect when most lists are censored, and the advantages of using appropriate
bounds for cell counts and external information, we set up a brief simulation study.
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We use S lists, where either S = 4 or S = 6. The true population sizes are either N = 5000 or
N = 10000. For the data-generating log-linear model we fix an intercept of 7.5 and main list effects
equal to (0.5, 0.5,−0.5,−1.5,−1.5,−1.5), where the last two are omitted for the settings in which S = 4.
We also use non-zero interaction terms between the first and second list (set to 2) and the first and third
list (set to -1). All other interaction terms are fixed to zero. After generating true underlying counts we
remove the cell corresponding to not being observed in any list, and induce censoring in all but the last
list. The observed cell count (which corresponds to the upper bound) is obtained by adding a binomial
random variable with maximum value five times the true unobserved count, and success probability ps.
where ps is equal to either 0.1, 0.25, or 0.33. In case the true unobserved count is zero, the binomial size
parameter is fixed to unity. For the lower bound we use two different settings. In the first setting, the
lower bound is fixed as the true count. In a second setting, to obtain the lower bound we subtract to the
true count a binomial random variable with the same distribution as the one used for the upper bound,
but generated independently. Clearly, lower bounds are also truncated at zero. In summary, we have 24
scenarios, corresponding to all combinations of two values for S, two values for the true N , three values
for ps, and two settings for the generation of lower bounds.

After generating each data set according to a certain scenario we compare the following procedures:

• The INC-C (INComplete-Censoring), using function bict in R package conting, which only uses
upper bounds information and performs model selection through reversible jump

• The IGN-C (IGNoring-Censoring) approach of ignoring the censoring problem

• Our INC-B-C (INComplete-Bounded-Censoring) approach with lower and upper bounds and SSVS

• Our INC-B-EXT-C (INComplete-Bounded-Externally informed-Censoring) approach with lower bounds,
upper bounds, SSVS and external information

• Our INC-B-EXT-C approach with wrongly specified external information.

Note that other approaches (e.g., removing censored data sources) are not feasible in our situation in which
most lists are possibly censored. For all approaches the largest model is fixed as the one including main
effects and all possible two-way interactions. External information used is not precise: for simplicity we
specify a uniform censoring probability for all cells, px, which is based on the expected ratio between sum
of true underlying counts in the censored cells and sum of observed censored counts. For the INC-B-EXT-
C approach with wrong external information, we further misspecify the censoring probability by sampling
it at random from a uniform in the interval (px ∗ 0.8,min(px ∗ 1.2, 0.995)).

For each setting we repeat data generation and model estimation , for each of the five procedures under
study, B = 1000 times. We then report the square root of the median squared error (RMSE) when
estimating the true N . Results for the case in which the lower bounds and the true counts correspond are
reported in Table 2. Results for the case in which the lower bounds are smaller than the true counts are
reported instead in Table 3.

The simulation results clearly indicate that INC-B-C outperforms INC-C and IGN-C in all settings.
The RMSE reduction is often substantial, especially when S = 4. The reason is linked to the fact that
with S = 6 the counts are often substantially inflated, with the observed sample size being larger (about
twice in several cases) than the true unobserved N . The case in which there is less information on lower
bounds leads in certain settings INC-B-C to a slightly increased or almost equal RMSE, with few notable
exceptions (e.g., the case n = 5000, S = 4, ps = 0.10). This is linked to the increased distance between
the observed lower and upper bounds, in our option. The additional uncertainty does not, on the other hand,
have an effect on the procedures that take advantage of external information. Use of external information
can indeed dramatically improve the performance of INC-B-C, even when this is somehow misspecified.
This last point is very important as in real data applications it is reasonable to expect external information
to be slightly misspecified. Surprisingly, misspecification of external information leads to an increase of
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Table 2 RMSE for N̂ for different approaches and different population sizes (N ), number of lists (S), and
success probabilities for censoring counts (ps) when the lower bounds and true counts correspond. The
first S − 1 lists are censored; the larger ps, the more censoring is induced. INC-C (Overstall et al., 2014)
only uses upper bound information, IGN-C treats censored counts as truly observed, INC-B-C uses our
lower and upper bound plus SSVS approach, INC-B-EXT-C additionally uses external information (based
on ps), INC-B-EXT-C (Wrong) uses wrong external information. Results are averaged over B = 1000
replicates.

N S ps INC-C IGN-C INC-B-C INC-B-EXT-C INC-B-EXT-C (Wrong)
5000 4 0.10 442.36 456.74 84.37 7.14 86.26
5000 4 0.25 1110.13 1139.75 156.30 17.01 88.16
5000 4 0.33 1466.33 1504.86 191.71 22.66 89.21
5000 6 0.10 1747.34 2039.71 1681.51 43.54 397.93
5000 6 0.25 4675.33 5103.42 4583.69 110.50 400.27
5000 6 0.33 6231.90 6736.40 6136.44 144.85 399.36

10000 4 0.10 890.56 912.41 168.77 13.44 174.44
10000 4 0.25 2246.22 2280.17 1326.83 34.23 174.46
10000 4 0.33 2968.53 3009.80 2112.78 45.13 179.49
10000 6 0.10 3668.01 4085.63 3467.81 87.91 786.99
10000 6 0.25 9605.97 10210.14 9305.05 222.82 810.38
10000 6 0.33 12777.17 13479.80 12435.01 294.74 814.97

Table 3 RMSE for N̂ for different approaches and different population sizes (N ), number of lists (S), and
success probabilities for censoring counts (ps) when the lower bounds are smaller than the true counts. The
first S − 1 lists are censored; the larger ps, the more censoring is induced. INC-C (Overstall et al., 2014)
only uses upper bound information, IGN-C treats censored counts as truly observed, INC-B-C uses our
lower and upper bound plus SSVS approach, INC-B-EXT-C additionally uses external information (based
on ps), INC-B-EXT-C (Wrong) uses wrong external information. Results are averaged over B = 1000
replicates.

N S ps INC-C IGN-C INC-B-C INC-B-EXT-C INC-B-EXT-C (Wrong)
5000 4 0.10 442.47 456.77 315.22 7.14 84.41
5000 4 0.25 1109.57 1139.81 302.13 17.02 90.23
5000 4 0.33 1467.17 1504.76 221.36 22.70 89.67
5000 6 0.10 1746.61 2039.75 1658.60 43.50 401.22
5000 6 0.25 4676.05 5103.40 4579.26 110.50 377.43
5000 6 0.33 6234.28 6736.40 6136.06 144.90 393.43

10000 4 0.10 890.43 912.28 235.55 13.40 186.66
10000 4 0.25 2245.91 2280.17 1364.51 34.23 179.01
10000 4 0.33 2968.47 3009.80 2136.95 45.13 181.62
10000 6 0.10 3667.63 4085.57 3442.58 87.91 840.80
10000 6 0.25 9604.31 10210.56 9302.73 222.87 789.94
10000 6 0.33 12775.21 13479.59 12433.70 294.80 821.23

variability of the estimates, while bias is about the same as the case of correct specification (results not
shown). This is probably due to the fact that the procedure, as any population size estimation procedure, is
designed to deal with biased sampling.
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5 Data analysis

In this section we proceed with estimation of the number of patients with multiple sclerosis, and conse-
quently prevalence estimation, for the metropolitan area of Rome.

According to official (even if outdated) prevalence estimates the total number of patients with MS in
the metropolitan area of Rome is slightly above 4,000. Results obtained with our data (i) ignoring the
issue of censored counts, and (ii) using log-linear models with unobserved heterogeneity in a frequentist
framework, lead to N̂ = 4, 610 (Farcomeni et al., 2018). The resulting estimated prevalence would be 143
per 100,000.

As external information we used official age-gender-specific mortality rates for the general Italian pop-
ulation as published by ISTAT, the national statistical agency, adjusted using standardized mortality ratios
specific to multiple sclerosis (Scalfari et al., 2013). This results in about 3% annual mortality for the overall
population, ranging from 1.4% to 4.9% when stratified by age at the prevalence date (< 40, ≥ 40) and
gender.

In our analysis we will compare existing methods and the proposed approaches. We will also use two
covariates: gender and age group. Our approach will be compared, in addition to INC-C and IGN-C, with
classical Chao estimators and Generalized Chao (GC) estimators with covariates (Böhning et al., 2013;
Farcomeni, 2018) both ignoring the censoring problem (IGN- methods) and restricting only to subjects
guaranteed to be alive (LB- methods). As with the simulation study, the maximal model is fixed as the
one including main effects and all two-way interactions, therefore no issues arise with sparsity of the table.
Results are reported in Table 4. For our model, in all scenarios the full model with all two way interactions
received overwhelming posterior probability.

Table 4 Population size estimates N̂ with 95% Credibility Intervals (CI) for different approaches applied
to the multiple sclerosis data set. IGN- methods treat censored cells as truly observed, INC-C methods
use upper bound information, LB-C fix censored counts at their lower bounds, INC-B-C use both lower
and upper bound information as proposed and -EXT- use also external information. Finally -Covs methods
additionally stratify on gender and age class.

Method N̂ CI-low CI-up
IGN-C 4612 3767 5665
INC-C 224 180 420
LB-C 1012 1007 1043
IGN-Chao 4813 4544 5082
LB-Chao 1320 1188 1453
IGN-C-Covs 4655 3777 5736
INC-C-Covs NA NA NA
LB-C-Covs 312 308 328
IGN-Chao-Covs 5003 4715 5290
LB-Chao-Covs 1380 1237 1523
INC-B-C 4212 4036 4347
INC-B-C-Covs 4188 4042 4375
INC-B-EXT-C 4227 4115 4338
INC-B-EXT-C-Covs 4225 4111 4339

Chao’s estimators are either unreasonably large when ignoring censoring (N̂ = 4, 813) or small when
using only patients guaranteed to be alive. Use of covariates does not modify these figures substantially.

Ignoring censoring with the conting method still leads to slightly too large estimates, furthermore
associated with a very large 95% Credibility Interval (CI). The same method with censored cells properly
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taken into account or with counts restricted to their lower bound gives on the other hand unreasonably
small estimates. The INC-C-Covs method is not feasible due to the very large number of censored cells.

Our approach with use of lower bounds leads to very reasonable and stable estimates, regardless of the
use of covariates and external information. Our final estimates are indeed more credible than the previously
published figure (Farcomeni et al., 2018) and have reasonably narrow 95%CI. Our final estimate for the
prevalence of MS in the metropolitan area of Rome is then 131.2 per 100,000 (95%CI : 127.6 − 134.8).
We note that previously published N̂ = 4, 610 lies outside all credibility intervals obtained with our
method; hence this estimate might be deemed to have included dead patients in the prevalence estimate.

For completeness we report in Figure 2 boxplots of the posterior distributions of β parameters, for the
four implementations of our method put forward in Table 2. It can be seen that all posterior distributions are
fairly symmetric and concentrated around the posterior mean. As could be expected, posterior distributions
are more concentrated when external information is used.

Figure 2 Posterior distributions of β parameters for INC-B-C, INC-B-EXT-C, INC-B-C-Covs, INC-B-
EXT-C-Covs, when applied to the multiple sclerosis data set.

We conclude this section with few remarks on convergence of the MCMC chains. First of all, we
have checked convergence both graphically (through the use of ACF/pACF plots and similar methods) and
through computation of potential scale reduction factors (Gelman & Rubin, 1992). These are computed
by running parallel MCMC chains for the same model, and essentially compare scaled versions of each
variance with that of a pooled chain. For our models upper limits of the potential scale reduction factors
were always small, clearly indicating convergence.

6 Concluding remarks

We have introduced a method for population size estimation in the presence of censoring, which relies
on the use of lower bounds and external information. The method can be used even when all lists have
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(some) censored subjects. Cell-specific lower bounds in some sense are also a consequence of external
information.

We remark that in several cases some information on lower bounds, at least probabilistically, could be
obtained and used to improve the efficiency of population size estimates. For instance in the Scotland Drug
Injectors data set (Overstall et al., 2014) some drug users might be confirmed to be still using drugs simply
by evaluating the date of inclusion in the database (and comparing it to the prevalence date as we have
done in our motivating application). We have shown with simulation that, even when it is not correctly
specified, external information does lead to a decrease in the final mean squared error. We are convinced
this holds true also for misspecification of lower bounds, to a certain extent.

An issue for open work is exploration of importance sampling schemes (Bartolucci et al., 2012) for
formally testing hypotheses on interaction terms, which might be of interest for ecological applications.
Moreover, we speculate that an effect of censoring is some form of one-inflation (Farcomeni & Scacciatelli,
2013; Godwin, 2017, 2019), that is, an excessive number of subjects is observed in only a single list. This
could be explicitely allowed at the modeling stage. Finally, a different specification of the model in which
lower bounds are parameters to be estimated would allow testing for equality of lower and upper bounds,
which might be of interest for planning future experiments in the same context.
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