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Abstract We propose a latent Markov quantile regression
model for longitudinal data with non-informative drop-out.
The observations, conditionally on covariates, are modeled
through an asymmetric Laplace distribution. Random effects
are assumed to be time-varying and to follow a first order
latent Markov chain. This latter assumption is easily inter-
pretable and allows exact inference through an ad hoc EM-
type algorithm based on appropriate recursions. Finally, we
illustrate the model on a benchmark data set.

Keywords Asymmetric Laplace distribution · Hidden
Markov model · Longitudinal data · Quantile regression

1 Introduction

Quantile regression (Koenker and Bassett 1978) is an ap-
proach to regression in which the effects of covariates are
modeled on a conditional quantile of the response variable,
rather than on the conditional mean. Quantile regression
(QR) can be used to describe the entire distribution of a re-
sponse, rather than just its expected value. Covariates may
have different effects on different quantiles of the distribu-
tion. These effects may not be well represented by the es-
timates on the conditional mean. A clear advantage of QR,
with respect to classical regression, is that it is robust with
respect to outliers. Even when the center of the distribution
is of main interest, one can model the fiftieth percentile, i.e.,
perform median regression. QR has been applied in many
fields. See for instance Yu et al. (2003), Koenker (2005),
and references therein.
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Longitudinal data are characterized by repeated measure-
ments on the same subject over different (usually time) oc-
casions. In modelling longitudinal data, dependence arising
from the repeated measurements on each subject must be
taken into account in order to avoid bias in the parameter
estimates. This is usually done via the inclusion of random
subject specific parameters in the regression model. Proba-
bly the first attempt to extend QR to the longitudinal setting
was taken by Jung (1996), who proposed a quasi-likelihood
approach to median regression. Lipsitz et al. (1997) ex-
tended this approach to a weighted GEE model. A differ-
ent approach is followed by Koenker (2004), who included
subject specific parameters which were not assumed to be
random. In order to avoid problems due to the large num-
ber of fixed effects, Koenker (2004) based inference from
a penalized likelihood. Karlsson (2008) derived a weighted
approach to accommodate nonlinear longitudinal data. In a
different framework, semiparametric partially linear mod-
els are investigated by Wang et al. (2009). Finally, Geraci
and Bottai (2007) made inference via the introduction of
a random intercept and modeling the outcome through the
asymmetric Laplace distribution (ALD), which is closely
connected with the objective function of QR (Koenker and
Machado 1999; Yu and Moyeed 2001). The approach is fur-
ther refined in Liu and Bottai (2009), who use a multivariate
Laplace distribution to derive a linear mixed quantile regres-
sion model. In this paper, similarly, we will assume an ALD
for the outcome. In many available approaches to QR for
dependent data, unobserved heterogeneity is assumed to be
time-constant. The assumption that the random intercept is
time-constant can sometimes be restrictive (Hsiao 2005), see
also Sect. 5. Subject-specific parameters capture the effects
of unobserved covariates, which may be time-dependent.
Time-constant subject specific parameters can then lead to
biased estimates even in semiparametric approaches. A clear
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example is given by our real data application, in which pain
during labor was self-reported at equally spaced time inter-
vals. It is natural to expect a personal perception of pain,
which may be different from subject to subject. For instance,
certain subjects may more easily get used to pain; while
other subjects may not bear long lasting pain, or more eas-
ily get tired. This translates into a decreasing intercept for
the first kind of subjects and an increasing intercept for the
latter.

In this paper we allow subject-specific parameters to be
time-varying, by assuming latent transitions between one of
k possible values. A different approach is used in Liu and
Bottai (2009), who allow for time-varying random effects by
explicit specification of a functional form (e.g., linear using
the addition of a random slope). More precisely, we model
subject-specific parameters through a discrete latent distri-
bution, and let this distribution evolve over time through a
latent Markov chain. The resulting model is a latent Markov
regression model (Bartolucci and Farcomeni 2009). For a re-
view of latent Markov models, see Bartolucci et al. (2010).
Overdispersion (in this case, due to the repeated measure-
ments) is addressed by assuming that the outcome for each
subject at each occasion is drawn from one of several differ-
ent conditional distributions, each associated with a differ-
ent latent state. With this kind of modeling, the assumption
that the subject specific parameters are time-constant can be
formally tested, by verifying the null hypothesis of a diago-
nal transition matrix for the latent process (Bartolucci 2006).
This null hypothesis corresponds to a latent class model in
which transitions between latent states are not admissible.
A further feature of our approach is that the resulting la-
tent distribution is a flexible finite mixture. We thus avoid
any parametric assumption on the random effects distrib-
ution, which is approximated by the finite mixture simply
by tuning the number of support points. Bartolucci and Far-
comeni (2009), in a different context, report on bias in ap-
proximating a latent Gaussian distribution with a similar fi-
nite mixture structure. Moreover, the random effects distri-
bution is easily interpreted, providing useful information to
the practitioners. In fact, latent states are fixed and corre-
spond to different configurations for the subject-specific in-
tercepts. Finally, the maximum likelihood estimates are ef-
ficiently derived by setting up an expectation-maximization
(EM) (Dempster et al. 1977) algorithm and adjusting ad hoc
recursions taken from the hidden Markov literature (Mac-
Donald and Zucchini 1997).

R (R Development Core Team 2009) code for the ap-
proach described in this paper is available from the author
upon request.

The remainder of the paper is as follows: in next section
we describe the proposed model. In Sect. 3 we outline in-
ference, we illustrate the approach through simulations in
Sect. 4, and in Sect. 5 we apply the method to the labor pain

data. Finally, in Sect. 6 we give a brief discussion about pos-
sibilities for further developments.

2 Proposed model

Suppose we have observed, on n subjects, a continuous re-
sponse Yit and (possibly time-varying) p strictly exogenous
covariates Xit ; with t = 1, . . . , Ti and i = 1, . . . , n. In the
following we assume drop-out is non informative. At a given
quantile τ ∈ (0,1) we assume the following quantile regres-
sion model:

yit = αit (τ ) + X′
itβ(τ ) + εit (τ ), (2.1)

where αit (τ ) denotes a time-varying subject specific inter-
cept, β(τ ) a vector of regression parameters, and εit (τ ) is
a random error whose τ -th quantile is conditionally equal
to zero. For ease of notation, we will omit τ whenever clear
from the context. A convenient parametric assumption about
εit allows us to derive likelihood inference, and is given by
the ALD:

f (yit |Xit , αit ,β, σ, τ )

= τ(1 − τ)

σ
exp

{
−ρτ

(
yit − αit − X′

itβ

σ

)}
, (2.2)

where ρτ (u) = u{τ − I (u < 0)} is the quantile loss func-
tion and σ > 0 is a scale parameter. Without parametric as-
sumptions, parameters are usually estimated by minimizing
ρτ (·). The ALD is justifiable since maximum likelihood is
exactly equivalent to minimization of the objective function
when no parametric assumptions are made on ε (Yu and
Moyeed 2001). Further, it can be seen in simulation stud-
ies to lead to good estimates even when the residuals are not
ALD distributed (see for instance Liu and Bottai 2009, and
Sect. 4). Note that in (2.2) and throughout the paper the pa-
rameter τ is known and fixed in advance. For each subject
i, the random parameters αit are assumed to follow a first-
order Markov chain with states ξc, for c = 1, . . . , k, and ini-
tial probabilities λc = p(αi1 = ξc) collected in the column
vector λ. The transition probabilities are denoted by πcd =
p(αit = ξd |αi,t−1 = ξc), c, d = 1, . . . , k, t = 2, . . . , T , and
are collected in the matrix �. Note that, by assumption, the
initial and transition probabilities of the latent process are
independent of the covariates. This assumption could be eas-
ily relaxed (see for instance Vermunt et al. 1999). However,
we prefer to retain this assumption so that the effect of the
covariates is entirely captured by the regression parameters
in β . Another assumption we make is that the number of
latent states, initial and transition probabilities are constant
across subjects. This assumption is seldom restrictive, even
if it could easily be relaxed (and in fact it is once covari-
ates are used to model the latent process). See Bartolucci
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et al. (2010) for a more thorough discussion on this point.
Finally, the assumption of first order dependence allows us
to derive inference as will be discussed in the next section.
Higher-order dependence assumptions may result in a com-
pletely different (and maybe more cumbersome) inference
strategy. The number of elements of the latent transition ma-
trix increases with the square of the number of latent states.
If necessary, the model may be made more parsimonious by
imposing a specific structure for this matrix. For instance,
we can require that all the off-diagonal elements are equal
to each other or that this matrix is symmetric; see Bartolucci
(2006) for examples of this type.

3 Likelihood inference

Using the ALD assumption, and using a short-hand notation
θ for model parameters, the likelihood can be derived as

L(θ) =
n∏

i=1

∑
αi1

· · ·
∑
αiTi

[
p(αi1)

Ti∏
t=2

p(αit |αi,t−1)

×
Ti∏

t=1

f (yit |Xit , αit ,β, σ, τ )

]
, (3.1)

where the sum
∑

αit
is extended over all possible configura-

tions of αit . Since the number of all possible configurations
exponentially increases with Ti , this sum is intractable di-
rectly. Nevertheless, one can use a forward recursion which
is given in Appendix in order to evaluate (3.1) at a given
point of the parameter space. A critical choice in practice
is given by the number of latent states, which we denote by
k. We propose to use Bayesian Information Criterion (BIC),
which summarizes model information as (Schwarz 1978):

BIC = −2 log(L(θ̂)) + log(n)g, (3.2)

where L(θ̂) is the value of the likelihood at the MLE, and g

denotes the number of free parameters. When there are no
constraints on the hidden transition matrix, the number of
free parameters is given by

• k − 1 corresponding to the free elements of λ

• k(k − 1) corresponding to the free elements of �

• k corresponding to the latent support points ξ

• p+1 corresponding to the p regression parameters β and
to the nuisance parameter σ .

We choose the number of latent states corresponding to the
minimum of (3.2). Another popular choice is given by the
Akaike Information Criterion (AIC), which involves a pe-
nalization term (Akaike 1973) of 2g. In the latent Markov
context, BIC is usually preferred since AIC often leads to
overestimation of the number of latent states (see for in-
stance a brief simulation study in Bartolucci and Farcomeni

2009, and Boucheron and Gassiat 2007 for a more gen-
eral discussion). There are many other possible criteria for
model selection, for instance the bias corrected AIC (AICc,
Burnham and Anderson 2002), which involves a penaliza-
tion term of 2(g + 1)n/(n − g − 2) and tends to be more
parsimonious than AIC in small samples. Even if we will
perform a slight comparison among information criteria in
simulation, a deep comparison of strategies for choice of k

is an area for further work.

3.1 Estimation

Even if the likelihood (3.1) can be computed for any value
of the parameters, it is cumbersome to maximize directly.
However, we can derive an EM algorithm, which alternates
two steps until convergence: first, at the E-step the condi-
tional expected value of the complete data log-likelihood,
given the current estimate for the parameters is computed;
then, at the M-step this expected value is maximized as a
function of the parameters. Let witc denote a dummy vari-
able equal to 1 if subject i is in latent state c at occasion t

(i.e. if αit = ξc) and to 0 otherwise. The complete data log-
likelihood may be expressed as:

l∗(θ) =
n∑

i=1

k∑
c=1

(
Ti∑

t=1

witc log(f (yit |Xit , αit = ξc,β, σ, τ ))

+ wi1c log(λc) +
k∑

d=1

Ti∑
t=2

wi,t−1,cwitd log(πcd)

)

= − log(σ )

n∑
i=1

Ti −
n∑

i=1

Ti∑
t=1

k∑
c=1

witc ρτ

×
(

yit − ξc − X′
itβ

σ

)
+

n∑
i=1

k∑
c=1

(
wi1c log(λc)

+
k∑

d=1

Ti∑
t=2

wi,t−1,cwitd log(πcd)

)
, (3.3)

where we use the convention that any sum
∑Ti

t=2 is equal to
zero whenever Ti = 1. The log-likelihood consists of three
addends, so that at the E-step the conditional expectation
is made of the sum of three separate expectations in which
we plug in the conditional expectations of the unobserved
indicators. The conditional expected value of l∗(θ) at the E-
step is consequently given by the expression (3.3) in which
we substitute the latent indicators with the corresponding
expected values. These are equal to

w̃itc = E[witc|Yi ,Xi] = f (αit = ξc|Yi ,Xi ), (3.4)

w̃itcd = E[wi,t−1,cwitd |Yi ,Xi]
= f (αit = ξc,αi,t+1 = ξd |Yi ,Xi ) (3.5)
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whose computation may be carried out by the recursions
given in Appendix. At the M-step, one can maximize the
expected complete data log-likelihood by separately maxi-
mizing its components. Closed form expressions are avail-
able for λ and �. The initial probabilities λ can be updated
as

λ̂c =
∑n

i=1 w̃i1c

n
,

while � is updated as

π̂cd ∝
n∑

i=1

Ti−1∑
t=1

w̃itcd ,

where as usual the second sum is equal to zero whenever
Ti = 1. Under the latent class assumption, i.e., under the as-
sumption of a diagonal transition matrix, the EM algorithm
can be modified simply by fixing � as a diagonal matrix and
by updating λ as

λ̂c =
∑n

i=1
∑Ti

t=1 w̃itc∑n
i=1 Ti

. (3.6)

The parameters ξ and β are updated by minimizing

n∑
i=1

Ti∑
t=1

k∑
c=1

w̃itcρτ (yit − ξc − X′
itβ). (3.7)

This problem could be solved by setting up appropriate lin-
ear programming as in the usual simplex-type algorithms
for cross-sectional quantile regression (Koenker and d’Orey
1987, 1993). A simpler and quicker solution is given by al-
ternating two steps, in which

ξ = arg inf
ξ

n∑
i=1

Ti∑
t=1

k∑
c=1

w̃itcρτ (y
′
it − ξc),

where y′
it = (yit − X′

it β̂), and another in which

β̂ = arg inf
β

n∑
i=1

Ti∑
t=1

k∑
c=1

w̃itcρτ (ỹitc − X′
itβ),

where ỹitc = (yit − ξ̂c). Each step is a weighted minimiza-
tion of residuals with an offset, analogously to the third step
of the EM algorithm proposed by Geraci and Bottai (2007).
This approach is convenient since each step is equivalent
to a weighted QR with an offset, so that available software
for QR can be used for fitting. These two steps can be it-
erated until convergence. Note that one could also simply
avoid iterating the two steps, since the log-likelihood would
still increase and consequently guarantee convergence of the
EM algorithm. We have performed a brief comparison on
the data of Sect. 5, with k = 3 and τ = 0.5. When the two

steps are iterated, the average number of iterations was 2.5,
median 1, standard deviation 4. It is particularly interesting
to note that at the first step of the EM algorithm we had 15
iterations, at the second 10, and then the number of itera-
tions dropped to small numbers. After the 19th step of the
EM algorithm, convergence in the updates of ξ and β was
achieved in just one step. Convergence in the log-likelihood
was achieved in 65 iterations of the EM algorithm (taking 41
seconds) to a maximum for the log-likelihood of −1014.36.
With the same starting solution and the two steps performed
only once at each M-step, convergence was achieved in only
28 iterations of the EM algorithm (taking 16 seconds) to a
maximum for the log-likelihood of −1013.33. A similar ex-
periment was performed with other values of k, obtaining
similar results. It seems then that avoiding iteration in up-
dating β and ξ at the EM step makes the algorithm not only
quicker, but also less likely to be trapped in local optima.
Finally, σ can be updated as

σ̂ = 1∑n
i=1 Ti

n∑
i=1

Ti∑
t=1

k∑
c=1

w̃itcρτ (yit − ξc − X′
itβ).

As typically happens for random effects models, the like-
lihood can be multimodal. The EM algorithm is guaranteed
to converge, but only to a local optimum of the likelihood.
We have found the problem is more and more evident as
τ gets closer to the boundary, while for τ = 0.5 the EM is
less easily trapped into local modes. Further, as could be
expected, the likelihood shows less and less local peaks as
the number of observations increases. In any case, in order
to reduce the chances of ending up with a sub-optimal lo-
cal maximum for the likelihood, we perform a multi-start.
A first deterministic starting solution is given by setting β

and σ as the maximum likelihood estimates for the fixed ef-
fects model, the initial value of ξc is computed by adding
a suitable constant fc to the intercept estimated under the
fixed effects model. Finally, we use 1/k as the starting value
for λc; and (1 + sI (c = d))/(k + s), as a starting value for
πcd , for a suitable constant s. The other random starting so-
lutions can be obtained by randomly perturbing the deter-
ministic starting solution, but we have found that a better
strategy consists in randomly perturbing the final estimates
obtained with the deterministic starting solution.

3.2 Standard errors and hypothesis testing

A crucial point concerns how to compute standard errors.
Several methods have been proposed which exploit the re-
sults of the EM algorithm. A computationally expensive
solution which is often used in quantile regression is the
non-parametric bootstrap (Buchinsky 1995; Andrews and
Buchinsky 2000), due to the difficulty in analytically deriv-
ing standard errors. In our implementation, we use the MLE
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as starting values for fitting the model on the resampled ob-
servations; speeding up convergence of the algorithm. In or-
der to maintain the dependency structure in the data, a unit
for resampling is fixed as the vector of observations for each
subject. Under the usual regularity conditions, tests on the
regression parameters may be simply performed by using
Wald statistics based on the standard errors. Tests involving
λ or � are performed through the use of likelihood ratio
test statistics, defined as D = −2(log(L(θ̂0)) − log(L(θ̂))),
where θ̂0 is the maximum likelihood estimate obtained con-
straining the parameter space under the null hypothesis.
This estimate can be usually obtained with the same EM
algorithm used for fitting the unconstrained model, as il-
lustrated for instance in (3.6) for the null hypothesis of a
diagonal transition matrix. When the hypothesis of inter-
est involves values at the boundary of the parameter space,
the standard asymptotic results for the likelihood ratio test
statistic do not hold anymore. To tackle this problem, Bar-
tolucci (2006) showed that the LR statistic for such kinds
of hypotheses has null asymptotic distribution of chi-bar-
squared type, i.e. a suitable mixture of chi-squared distrib-
utions (Shapiro 1988; Silvapulle and Sen 2004). The result-
ing p-value can be computed through a simple Monte Carlo
procedure approximating the true distribution. See also Dar-
danoni and Forcina (1998) and Bartolucci and Farcomeni
(2009). The chi-bar-squared distribution is of course valid
only under the ALD distributional assumption. A distrib-
ution free test is obtained by approximating the distribu-
tion of the likelihood ratio using the bootstrap samples. A
particularly relevant hypothesis is the one that the transi-
tion matrix is diagonal. Rejecting this hypothesis implies
that random effects are not time-constant, and that para-
meters estimated under this hypothesis are significantly bi-
ased.

4 Simulations

We generate data from the model

yit = αit + 2xit + εit , (4.1)

for i = 1, . . . , n and t = 1, . . . , T , where xit is generated
from a uniform distribution over (0,20). We set n = Ti =
20, and use three possible error distributions: a standard
Normal (N(0,1)), a Student’s T with three degrees of free-
dom (T3), and a Chi-squared distribution with two degrees
of freedom (χ2

2 ). The latter are standardized to have zero
mean and unit standard deviation. For the random effects
αit we use four distributions: a standard Normal, a T3, a
χ2

2 and a latent Markov (LM) distribution along the lines of
our model, where k = 3, ξ1 = −2, ξ2 = 0, ξ3 = 2; Pr(αi1 =
ξc) = 1/k, and for the transition matrix we use πcc = 0.8

and πcd = 0.1 when c �= d . Also in this case we normalize
the T3 and χ2

2 variates. Note that only in the latent Markov
case are the random effects time-varying. For reasons of
space we do not simulate all twelve possible resulting sce-
narios. For each chosen combination of error and random
effect distribution we generate B = 1000 data sets, and fit
our model and the model in Geraci and Bottai (2007). When
we fit our model, we select the number of latent states over
the interval {1, . . . ,8} through the BIC criterion, while for
the model in Liu and Bottai (2009) (which here reduces to
the random intercept model in Geraci and Bottai (2007)) we
assume an ALD also for the random effects. In Table 1 we
report average bias and standard deviation of the estimates
for the fixed effect β = 2, where the two measures are aver-
aged across the B = 1000 repetitions. We fit each model for
three different quantile functions, τ = (0.25,0.5,0.75). In
Table 2 we also show the corresponding distribution of the
chosen number of latent states when using our model with
a Latent Markov heterogeneity structure, respectively using
BIC, AIC and AICc criteria.

It can be seen that the proposed approach compares well
in terms of bias and variance, even if we note that allowing
for well chosen subject-specific time trends would probably
lead to a better performance for the competitor model. It is
particularly interesting to comment on the performance of
information criteria. We can in fact compare the probability
of correctly choosing k = 3. BIC outperforms the other two
information criteria in all but few cases (with normal error
and τ = 0.5 for AICc, with T3 error and τ = 0.75, and when
τ = 0.25 with non-normal errors for AIC). AIC is seen to
often overestimate the number of true latent states, while
AICc always either chooses the right number of latent states
or one less. In all simulation settings it seems that all in-
formation criteria are much better in recovering the true k

when τ = 0.5, rather than for the other two quantiles. This
is explained by the smaller amount of information avail-
able at more extreme quantiles, which would suggest using
a quantile-dependent penalty term. Note that in no cases did
we generate the error distribution from an ALD, hence all
error models are misspecified. The good results obtained,
which mimick in this respect Liu and Bottai (2009), support
the ALD as a possible working assumption for the distribu-
tion of the residuals in quantile regression.

5 Application to labor pain data

Labor pain data were reported by Davis (1991) and represent
now a benchmark for longitudinal median regression. Data
arise from a randomized clinical trial on the effectiveness
of a medication for relieving labor pain. A total of n = 83
women in labor were randomized to a treatment or to a
placebo, and the response is a self-reported measure of pain,
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Table 1 Bias and standard
deviation of β̂ at three quantiles
in simulated scenarios. The
results are averaged over
B = 1000 replications

τ Latent Markov approach Geraci and Bottai (2007)

0.25 0.50 0.75 0.25 0.50 0.75

αit ∼ LM,εit ∼ N(0,1)

Bias 0.00397 −0.00028 −0.00357 0.01229 0.00002 −0.01330

St.Dev 0.01608 0.01419 0.01694 0.03272 0.05385 0.02926

αit ∼ LM,εit ∼ T3

Bias 0.00163 −0.00022 −0.00196 0.01365 0.00374 −0.01421

St.Dev 0.01088 0.00791 0.01105 0.02984 0.05602 0.03007

αit ∼ LM,εit ∼ χ2
2

Bias 0.00072 −0.00020 −0.00133 0.01260 0.00228 −0.01242

St.Dev 0.00760 0.00826 0.01309 0.03280 0.05233 0.03015

αit ∼ N(0,1), εit ∼ N(0,1)

Bias 0.00067 −0.00217 −0.00275 0.00714 −0.00049 −0.00780

St.Dev 0.01256 0.01172 0.01280 0.01219 0.01108 0.01291

αit ∼ N(0,1), εit ∼ T3

Bias −0.00008 −0.00190 −0.00266 0.00361 −0.00023 −0.00344

St.Dev 0.01284 0.01165 0.01255 0.01296 0.01120 0.01238

αit ∼ T3, εit ∼ N(0,1)

Bias 0.00063 −0.00133 −0.00203 0.00969 0.00011 −0.00966

St.Dev 0.00964 0.00829 0.00945 0.01142 0.00867 0.01116

αit ∼ T3, εit ∼ T3

Bias 0.00030 −0.00120 −0.00131 0.00392 0.00015 −0.00359

St.Dev 0.00995 0.00812 0.00930 0.01125 0.00842 0.01068

αit ∼ χ2
2 , εit ∼ N(0,1)

Bias 0.00003 −0.00168 −0.00318 0.00923 −0.00206 −0.00819

St.Dev 0.00632 0.00878 0.01515 0.00942 0.00938 0.01455

αit ∼ χ2
2 , εit ∼ T3

Bias −0.00027 −0.00010 −0.00181 0.00514 0.00026 −0.00151

St.Dev 0.00619 0.00866 0.01524 0.00836 0.00886 0.01540

recorded at equally spaced time intervals of 30 minutes. Pain
was measured visually on a 100-mm line, where 0 meant no
pain and 100 meant extreme unbearable pain. Each woman
reported the pain index for a minimum of 1 and a maxi-
mum of 6 time points. These data are severely skewed, and
the skewness changes magnitude, and even sign, over time.
Mean regression may not be appropriate for these data.

The model commonly used on these data includes two
covariates plus their interaction as follows:

yit = αit (τ ) + Triβ1(τ ) + Timet β2(τ ) + TriTimet β3(τ )

+ εit (τ ),

where Tri denotes the treatment for subject i (which is
a time-constant covariate) and Timet denotes the time at
which the response was recorded. We fit our proposed model

for different values of k and τ , and report the results in Ta-
ble 3. It should be noted that AIC never leads to choosing a
model with k < 6, while BIC and AICc agree for τ = 0.25
and τ = 0.5.

In Table 3 we also report the time needed for convergence
of the EM algorithm started from the deterministic solution
as outlined at the end of Sect. 3.1, with non-optimized R
code on a laptop with a 2.4 GHz CPU (4 MB Cache) and
1 Gb RAM. The time needed to convergence obviously in-
creases with k, but is reasonable in all cases. On the basis of
the results in Table 3, we set k = 4 when τ = 0.5 and k = 5
otherwise. The estimated coefficients and standard errors are
reported in Table 4. Standard errors and confidence intervals
are estimated using B = 1000 bootstrap replications.

For each model, we also test the hypothesis of a diago-
nal hidden transition matrix. The likelihood ratio test statis-
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Table 2 Value of k chosen with
the BIC, AIC and AICc criteria
at three quantiles in simulated
scenarios. The results
summarize B = 1000
replications. The random effects
αit are distributed according to
the Latent Markov model with
k = 3

εit BIC AIC AICc

N(0,1) T3 χ2
2 N(0,1) T3 χ2

2 T3 N(0,1) χ2
2

τ = 0.25

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

2 0.071 0.490 0.574 0.005 0.036 0.129 0.888 0.835 0.705

3 0.505 0.360 0.342 0.307 0.480 0.468 0.112 0.165 0.295

4 0.403 0.138 0.083 0.522 0.340 0.376 0.000 0.000 0.000

5 0.021 0.012 0.001 0.157 0.129 0.027 0.000 0.000 0.000

6 0.000 0.000 0.000 0.009 0.013 0.000 0.000 0.000 0.000

7 0.000 0.000 0.000 0.000 0.002 0.000 0.000 0.000 0.000

8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

τ = 0.50

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

2 0.001 0.004 0.067 0.000 0.000 0.002 0.840 0.029 0.207

3 0.771 0.961 0.794 0.309 0.576 0.374 0.160 0.971 0.793

4 0.227 0.035 0.133 0.615 0.407 0.530 0.000 0.000 0.000

5 0.001 0.000 0.005 0.070 0.017 0.087 0.000 0.000 0.000

6 0.000 0.000 0.001 0.006 0.000 0.007 0.000 0.000 0.000

7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

τ = 0.75

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

2 0.063 0.491 0.091 0.000 0.041 0.000 0.843 0.853 0.806

3 0.555 0.396 0.682 0.196 0.512 0.432 0.157 0.147 0.194

4 0.353 0.101 0.206 0.622 0.311 0.125 0.000 0.000 0.000

5 0.029 0.012 0.019 0.179 0.111 0.011 0.000 0.000 0.000

6 0.000 0.000 0.002 0.003 0.025 0.000 0.000 0.000 0.000

7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

tic is equal to d = 327.76,535.35,235.47; respectively for
τ = 0.25,0.5,0.75. In all cases, this hypothesis is conse-
quently rejected with overwhelming evidence. At least for
the three quantiles considered, assuming time-fixed subject-
specific parameters would have been restrictive and have
led to bias in the parameter estimates. The regression esti-
mates in Table 4 suggest several comments. Estimates for
time effects (and their interaction with treatment) are not
significant. This implies that time effects are entirely cap-
tured by the latent intercepts, and there is no further direct
(linear) effect of time. Treatment effects are instead signif-
icant. In the lower part of the distribution women are al-
ready feeling low pain, and hence can have only limited
benefits from the treatment (β̂1(0.25) is much lower than
the other two estimated effects). On the other hand, higher
quantiles are more affected by the treatment, which is ex-
pected to decrease pain by around 10 mm. Note that us-
ing a latent class or parametric assumptions for the ran-
dom effects (even that they are linearly evolving over time)

produces different results. For instance, the effect of the
treatment has been so far estimated as slightly stronger.
Using a latent class model, we have β̂1(0.25) = −12.76,
β̂1(0.5) = −17.5 and β̂1(0.75) = −26.98. A referee asked
about the performance of the method for more extreme
quantiles. As said, estimates are less efficient in low density
regions, which is usually reflected by large standard errors
for more extreme quantiles. This is what happens in this case
for τ = 0.05 (not shown), where no regression parameter is
significant. On the other hand, when τ = 0.95, we obtain
k = 3, ξ = (55.16,92.97,107.16), and β̂1(0.95) = −11.65,
β̂2(0.95) = 3.55, β̂3(0.95) = −2.80. Tests on the parameters
based on bootstrap resamples lead to declare significance for
β̂1(0.95) and for the latent intercepts. A theoretical discus-
sion about quantile regression for extremal quantiles can be
found in Chernozhukov (2005).

The estimated initial probability vectors and transition
matrices are as reported in Tables 5 and 6. In parentheses,
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Table 3 Log-likelihood, number of parameters, information criteria
and time to convergence obtained from fitting the Latent Markov Quan-
tile Regression Model, for different values of k and for different quan-
tiles τ

k

2 3 4 5 6

τ = 0.25

log-lik. −936.68 −862.18 −821.71 −789.83 −770.79

# par. 9 15 23 33 45

BIC 1913.14 1790.65 1745.33 1725.48 1740.43

AIC 1891.36 1754.36 1689.42 1645.66 1631.58

AICc 1896.42 1764.60 1712.11 1697.24 1753.69

Time 10 s 33 s 51 s 2 m 9 s 3 m 21 s

τ = 0.5

log-lik. −1092.27 −1012.74 −982.86 −964.75 −950.15

# par. 9 15 23 33 45

BIC 2224.30 2091.76 2067.35 2075.33 2099.15

AIC 2202.54 2055.48 2011.72 1995.5 1990.30

AICc 2207.60 2065.72 2034.41 2047.08 2112.41

Time 16 s 23 s 92 s 2 m 46 s 4 m 37 s

τ = 0.75

log-lik. −1048.12 −981.56 −954.68 −930.64 −915.24

# par. 9 15 23 33 45

BIC 2136.02 2029.40 2011 2007.11 2029.33

AIC 2114.24 1993.12 1955.36 1927.28 1720.48

AICc 2119.30 2003.36 1978.05 1978.86 2042.59

Time 13 s 44 s 67 s 3 m 43 s 7 m 26 s

Table 4 Estimated parameters and standard errors obtained from fit-
ting the Latent Markov Quantile Regression Model for chosen values
of k at different quantiles τ . An asterisk indicates a significant parame-
ter at level α = 0.05

τ = 0.25 τ = 0.50 τ = 0.75

Estimate Std.Err. Estimate Std.Err. Estimate Std.Err.

ξ1 2.00∗ 0.68 11.55∗ 1.88 11.71∗ 2.23

ξ2 26.00∗ 2.20 29.72∗ 2.53 31.71∗ 2.03

ξ3 44.00∗ 2.51 53.22∗ 2.45 57.71∗ 3.45

ξ4 70.50∗ 2.46 91.06∗ 3.02 90.21∗ 4.71

ξ5 94.02∗ 2.62 – – 99.46∗ 2.07

β1 −2.00∗ 0.96 −10.57∗ 2.18 −9.48∗ 2.72

β2 0.99 0.47 3.00 2.03 2.08 1.09

β3 −0.99 0.64 −3.33 2.24 −2.84 1.52

σ 2.00 4.05 3.04

we report 95% confidence intervals based on the bootstrap
resamples.

We can now finally comment on the latent distribution.
As could be expected, the latent intercepts are increasing
somewhat with τ . For τ = 0.25 and τ = 0.5, the initial prob-

Table 5 Estimated initial probability vectors obtained from fitting the
Latent Markov Quantile Regression Model for chosen values of k at
different quantiles τ . In parentheses, 95% confidence intervals ob-
tained with the bootstrap method

ξ τ = 0.25 τ = 0.50 τ = 0.75

1 0.71 (0.56–0.81) 0.74 (0.60–0.85) 0.57 (0.39–0.75)

2 0.09 (0.00–0.21) 0.00 (0.00–0.00) 0.18 (0.00–0.34)

3 0.08 (0.02–0.16) 0.14 (0.05–0.26) 0.13 (0.00–0.27)

4 0.06 (0.01–0.11) 0.12 (0.04–0.20) 0.00 (0.00–0.00)

5 0.07 (0.01–0.14) – 0.13 (0.05–0.22)

ability for the lowest latent intercept is high (λ1 > 0.7, see
Table 5) and the probability of not moving from latent state
1 is also very high (π11 = 0.98 in both cases, see Table 6).
This implies that a large majority of subjects, in the lower
and central part of the distribution, will start and remain in
a low pain status regardless of the treatment. Only 2% of
the subjects starting in the first latent state, when τ = 0.25
or τ = 0.5, will move toward higher pain levels (actually,
this 2% will move to the highest pain levels and then slowly
regress to lower pain levels, as indicated by the latent tran-
sition probabilities). When τ = 0.75, as could be expected,
the proportion of patients starting and remaining in a status
of very low pain is much smaller (λ1 = 0.57). The transition
matrices describe how, and how frequently, patients move
from one level of pain to another regardless of the covariate
effects. For instance, when τ = 0.5, considering the third
state, which describes intermediate pain (ξ3 = 53.22), we
can say that patients either start with such a level of pain
(λ3 = 0.14), or move to this level only after having experi-
enced a much higher level of pain, since π13 ∼= π23 ∼= 0 and
the only possibility to move to the third latent state is from
the fourth (π43 = 0.27). A synthetic description of the latent
Markov chain can be found in Figs. 1, 2 and 3, where we
plot the estimated average probability of each latent state at
each time occasion. In summary, the highest levels of pain
are often experienced early.

6 Discussion

We have proposed a Latent Markov Quantile Regression
model for longitudinal data. Random effects are modeled
by assuming time-fixed latent intercepts, whose associated
probability distribution evolves over time. As illustrated in
the application, the latent Markov structure for modeling
overdispersion has many advantages. First of all, it allows
for a simple and flexible modeling of the unknown latent dis-
tribution. The resulting estimates for fixed parameters have
been seen to perform well in simulations. Secondly, it un-
veils interpretable information on the unobserved hetero-
geneity. The model can be fit with a simple EM-type algo-
rithm, and hypotheses can be tested on the parameters either
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Table 6 Estimated transition
matrices obtained from fitting
the Latent Markov Quantile
Regression Model for chosen
values of k at different
quantiles τ . In parentheses, 95%
confidence intervals obtained
with the bootstrap method

ξ τ = 0.25

1 0.98 (0.95–1.00) 0.00 (0.00–0.00) 0.00 (0.00–0.00) 0.01 (0.00–0.03) 0.01 (0.00–0.00)

2 0.58 (0.33–0.85) 0.37 (0.06–0.64) 0.03 (0.00–0.10) 0.02 (0.00–0.08) 0.00 (0.00–0.00)

3 0.14 (0.00–0.38) 0.40 (0.16–0.66) 0.46 (0.22–0.63) 0.00 (0.00–0.00) 0.00 (0.00–0.00)

4 0.00 (0.00–0.00) 0.02 (0.00–0.08) 0.05 (0.00–0.17) 0.61 (0.43–0.74) 0.32 (0.18–0.48)

5 0.00 (0.00–0.00) 0.26 (0.04–0.48) 0.45 (0.19–0.72) 0.00 (0.00–0.00) 0.29 (0.12–0.46)

ξ τ = 0.50

1 0.98 (0.93–1.00) 0.00 (0.00–0.00) 0.00 (0.00–0.00) 0.02 (0.00–0.05) –

2 0.83 (0.45–0.98) 0.14 (0.00–0.52) 0.00 (0.00–0.04) 0.03 (0.00–0.14) –

3 0.19 (0.00–0.42) 0.23 (0.00–0.53) 0.58 (0.33–0.80) 0.00 (0.00–0.00) –

4 0.00 (0.00–0.00) 0.04 (0.00–0.12) 0.27 (0.16–0.44) 0.69 (0.54–0.81) –

ξ τ = 0.75

1 0.96 (0.88–1.00) 0.02 (0.00–0.07) 0.00 (0.00–0.00) 0.01 (0.00–0.04) 0.01 (0.00–0.06)

2 0.35 (0.15–0.91) 0.64 (0.00–0.83) 0.00 (0.00–0.00) 0.00 (0.00–0.00) 0.01 (0.00–0.12)

3 0.12 (0.00–0.41) 0.36 (0.00–0.64) 0.52 (0.24–0.73) 0.00 (0.00–0.00) 0.00 (0.00–0.00)

4 0.00 (0.00–0.00) 0.12 (0.00–0.42) 0.68 (0.40–0.94) 0.19 (0.00–0.41) 0.00 (0.00–0.00)

5 0.00 (0.00–0.00) 0.00 (0.00–0.07) 0.00 (0.00–0.14) 0.22 (0.00–0.46) 0.78 (0.51–0.93)

Fig. 1 Estimated average
probability of each latent state at
every time occasion when
τ = 0.25

by computing Wald statistics after estimation of the stan-
dard errors, or by deriving likelihood ratio test statistics. In
our experience the model is fairly stable. Nevertheless, as it
is formulated, the model poses no constraints of monotonic-
ity on the estimated quantiles. We are currently investigating
strategies for imposing monotonicity of the quantiles, by es-
timating the entire path θ(τ ) as indicized by τ . A different
problem is posed by modelling multivariate responses. In
this latter case the latent distribution would probably also be
more meaningful and useful for summarizing a latent trait

common to the outcomes. With many outcomes it would
also be useful to model the effects of covariates directly on
the initial and transition probabilities. A final possibility for
further developments is given by allowing for informative
drop-out and missing data, as considered by Yuan and Yin
(2010) in the Bayesian context.
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Fig. 2 Estimated average
probability of each latent state at
every time occasion when
τ = 0.50

Fig. 3 Estimated average
probability of each latent state at
every time occasion when
τ = 0.75

Appendix: Forward and backward recursions
for likelihood evaluation and E-step

In order to implement the EM algorithm, one should first
compute two vectors, qit and vit , for each t = 1, . . . , Ti and
i = 1, . . . , n; using the following forward and backward re-
cursions. First, for i = 1, . . . , n and c = 1, . . . , k compute

qi1c = f (yi1|Xi1, αi1 = ξc,β, σ, τ )λc.

Then, for t = 1, . . . , Ti , d = 1, . . . , k, and i = 1, . . . , n com-
pute

qitd = f (yit |Xit , αit = ξd,β, σ, τ )

k∑
c=1

qi,t−1,cπcd .

In many cases, in order to avoid underflow, it will be conve-
nient to work on the log-scale. In order to do so, we exploit
a simple computational device which is based on the follow-
ing equality:

log(a + b) = log(a) + log(1 + exp(log(b) − log(a))).

Hence, if one has only the log of two quantities log(a) and
log(b), only their difference must be exponentiated in order
to obtain log(a + b). This drastically reduces the risks of
underflow. By iterating this reasoning, one can sum a vec-
tor of quantities on the log-scale. We call this operation ⊕.
The forward recursion, on the log-scale, is then given by: for
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i = 1, . . . , n and c = 1, . . . , k compute

log(qi1c) = log(f (yi1|Xi1, αi1 = ξc,β, σ, τ )) + log(λc).

Then, for t = 1, . . . , Ti , d = 1, . . . , k, and i = 1, . . . , n com-
pute

log(qitd ) = log(f (yit |Xit , αit = ξd,β, σ, τ ))

+
k⊕

c=1

log(qi,t−1,c) + log(πcd).

Then, it is possible to implement the following backward
recursion. For i = 1, . . . , n, c = 1, . . . , k define

viTic = 1.

For t = Ti − 1, . . . ,1, for all i such that Ti > 1, and for
c = 1, . . . , k, define

vitc =
k∑

d=1

f (yi,t+1|Xi,t+1, αi,t+1 = ξd,β, σ, τ )vi,t+1,dπcd .

Once again, the risk of underflow is high in practical com-
puter implementation, and the backward recursion can be
conveniently implemented on the log-scale: for i = 1, . . . , n,
c = 1, . . . , k define

log(viTic) = 0.

Then, for t = Ti − 1, . . . ,1, for all i such that Ti > 1, and
for c = 1, . . . , k, define

log(vitc) =
k⊕

d=1

log(f (yi,t+1|Xi,t+1, αi,t+1 = ξd,β, σ, τ ))

+ log(vi,t+1,d ) + log(πcd).

At a given θ the likelihood can be computed simply using
the forward recursion. It can be shown in fact (MacDonald
and Zucchini 1997, Chap. 2) that

L(θ) =
n∏

i=1

k∑
c=1

qiTic,

where L(θ) is as defined in (3.1). The expected values of
the quantities involved in the E-step can be computed as fol-
lows: in order to compute (3.4), it can be shown (MacDonald
and Zucchini 1997, Chap. 2) that

w̃itc = qitcvitc∑k
c=1 qitcvitc

,

where w̃itc is as defined in (3.4). In order to compute (3.5),
denote by I>1 the set of observations for which Ti > 1.

It can be shown (MacDonald and Zucchini 1997, Chap. 2)
that, for i ∈ I>1 and t = 1, . . . , Ti − 1,

w̃itcd

= πcdqitcf (yi,t+1|Xi,t+1, αi,t+1 = ξd,β, σ, τ )vi,t+1,d∑k
c=1 qiTic

,

where w̃itcd is as defined in (3.5).
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